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1 Introduction 
Measuring traffic congestion is a vital step for optimizing traffic and building intelligent 
transportation systems. Traffic surveillance cameras can be used as a more economical alternative to 
inductive-loop traffic detectors. Camera-based traffic flow estimation is less costly in deployment, 
but requires automatic video analytics. Several methods have been proposed with varying success 
(e.g., [1], [2], [3]). For instance, identifying individual vehicles is one way of processing to count 
vehicles or measure density. However, detecting and tracking individual vehicles is prone to errors, 
because vehicles often occlude each other and object boundaries become ambiguous in low 
resolution video. Because of this observation, many methods deriving motion and/or appearance 
features from raw video data have been developed in the last decade. 

In this report, we present our traffic flow analysis approach that uses simple yet effective feature 
extraction schemes and uses them to classify traffic congestion in real time with superior accuracy.  

The report is organized as follows. Section 2 explores the recent developments and reviews methods 
which have been proposed for traffic flow classification in highway videos. In Section 3, we introduce 
our method for highway traffic flow classification. We provide and discuss evaluation results on the 
UCSD highway traffic and Istanbul bidirectional roads dataset in Section 4. Finally, we present 
concluding remarks and future directions to expand our method in Section 5. 

2 Related Work 
Chan et al. introduced the UCSD highway traffic dataset [4]. They modeled each video sample as two 
probability distributions encoding appearance and motion separately using auto-regressive 
stochastic processes and classified them based on the KL-divergence. Derpanis et al. [2] followed a 
similar approach, but modeled the distributions using a spatio-temporal oriented energy model, 
improving both accuracy and computational costs. Ravichandran et al. [5] modeled each pixel in a 
video sample separately in a bag of dynamic appearance features unifying motion segmentation and 
video classification. Asmaa et al. [1] compared basic approaches based on tracking individual vehicles 
with macroscopic features based motion segmentation optical flow. Their best method uses both 
mean vehicle density and mean vehicle velocity based on optical flow. With that approach they were 
able to achieve high accuracies. Similarly, Sobral et al. [3] classified videos based on the mean vehicle 
density using foreground segmentation and mean vehicle velocity using optical flow to track feature 
points. Yan et al. [6] extended deep auto-encoders to dynamic data (“dynencoder”) to learn features 
from videos and used them to classify traffic. 

Existing methods either are computationally inefficient, or achieve poor classification results. We 
propose, in this work, to solve these issues. To this end, we follow the simple yet effective approach 
of Asmaa et al. and Sobral et al., combining their feature extraction schemes which results in 
superior feature representations. Another contribution of ours is that we incorporate perspective 
information for more discriminative representations which is mostly neglected in previous works in 
the area of traffic surveillance video analysis.    
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3 The Traffic Flow Analysis Method 
In this section, we present our multi-modal approach, where two different feature extraction 
methods are applied to describe the motion in a short surveillance video. In the first feature 
extraction method, background subtraction is applied to model vehicle density (Section 3.1), whereas 
average vehicle velocity is modeled with optical flow for the second feature type (Section 3.2). We 
present our road segmentation and perspective distortion modeling methods in Section 3.3 and 3.4, 
respectively. We then discuss how these features can be used to construct different feature 
representations and use them to classify traffic status in a short video (Section 3.5). 

3.1 Vehicle Density 

Traffic congestion can be judged by the number of vehicles on the road. It can be realistically 
assumed that a high number of vehicles are a sign of heavy traffic. Detecting and counting vehicles is 
slow and prone to errors [1]. Therefore we approximate the number of vehicles with the number of 
pixels occupied by moving vehicles. Assuming that most of the movement in the field of view of a 
camera is caused by traffic, this can be obtained using background subtraction, as in [1] and [3]. 

In order to detect foreground, we adapt and optimize the state-of-the-art background subtraction 
method by Wang and Dudek [7], which has the advantage of being fast, simple and accurate. More 
specifically, we not only optimize the parameters of the method for faster adaptation in order to be 
able to analyze short-length traffic videos, but also choose to discard color channels with the aim of 
reducing noise in the video data. In order to enhance the adaptation speed of the background 
subtraction method, we choose parameters in such a way that the model is fully initialized after 5 
frames (a = l = 5). We reinitialize the model for every video and store the amount of foreground 
pixels beginning with the ninth frame assuming the background model has adapted well by then. As 
opposed to previous works [1], [4], [6], we use the full extent of the video instead of a cropped 
version. 

Figure 1 shows the average number of foreground pixels for three different classes (i.e., light, 
medium and heavy traffic) and the number of foreground pixels of 10 sample videos for each class as 
time series, after the background subtraction method is applied to the UCSD highway traffic dataset. 
As shown in Figure 1, the number of foreground pixels in all video samples decreases due to the 
adaption process. The average number of foreground pixels for the three classes shows that, as 
expected, heavier traffic results in more pixels being detected as foreground. The plots in Figure 1  
also show that there is possibly more discriminative information in the time series other than just 
their mean value. For instance, the number of foreground pixels in heavy traffic samples seems to 
vary less than in medium traffic samples. 
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Figure 1 Number of foreground pixels on a frame basis: (a) the average number of foreground pixels for three 
different classes (i.e., light, medium and heavy traffic) and the number of foreground pixels of 10 sample videos 

for class (b) light, (c) medium and (d) heavy as time series. 

3.2 Vehicle Velocity 

Another strong indication of traffic congestion is low vehicle speed. Both Asmaa et al. [1] and Sobral 
et al. [3] use a variant of optical flow to extract motion vectors to model vehicle velocity. We use the 
simple block matching approach ( [1], [8]) to extract motion vectors. More specifically, each frame is 
divided into non-overlapping blocks of size R × R (we use R = 16). Those are then matched to the 
most similar (L1-distance) block in a 2R × 2R neighborhood of the previous frame. Subsequently, the 
motion vector of each block is defined as the distance to the matched block. We store the average 
magnitude of the non-zero motion vectors for each frame. 



Evaluation of Video Feature Extraction Algorithms 
 

  Technische Universität Berlin, DAI-Labor 6 

Figure 2 shows the mean of average velocity for three different classes (i.e., light, medium and heavy 
traffic) and the average velocity of 10 sample videos for each class as time series, after the block 
matching method is applied to the UCSD highway traffic dataset. As suspected, the average velocity 
in heavier traffic samples tends to be lower. Similar to vehicle density, the plots in Figure 2 suggest 
that the time-series data contains discriminative information beyond what their mean values alone 
can provide. Another observation is that the average velocity in light traffic videos seems to vary 
more than in heavy traffic videos. 

In Figure 3, we present vehicle density and velocity for three different classes (i.e., light, medium and 
heavy traffic) on sample frames from the UCSD highway traffic dataset. 

 

Figure 2 Average velocity on a frame basis: (a) the mean of average velocity for three different classes (i.e., 
light, medium and heavy traffic) and the average velocity of 10 sample videos for class (b) light, (c) medium and 

(d) heavy as time series. 
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(a)     (b)     (c) 

Figure 3 Vehicle density (second row) and velocity (third row) for (a) light, (b) medium and (c) heavy traffic. 

3.3 Road Segmentation 

We use road segmentation to be able to classify traffic flow in bi-directional roads. Road 
segmentation masks are obtained by performing clustering on the velocity vectors of training videos. 
The simple block matching (SBM) is used to calculate a velocity vector for each 16×16 block in a video 
frame. The velocity vectors are averaged over all frames and videos. Blocks where the magnitude of 
the velocity vector is above a threshold of 0.1 (threshold experimentally determined to be 
satisfactory) are assumed to be a part of the road. In order to assign a direction to the remaining 
blocks, clustering is performed. Each block is represented by a 4-dimensional feature vector 
consisting of the following values: X-coordinate, Y-coordinate, cosine of the velocity vector, sine of 
the velocity vector. The coordinates are scaled to the range [-1, 1]. We apply the agglomerative 
clustering with average linkage [9] to perform clustering. The two resulting clusters are assigned to 
the “outbound” and “inbound” directions, based on the average angle of their velocity vectors. We 
currently apply and evaluate our method on bi-directional roads. However, it can be extended to 
more complex road setups such as crossings. In Figure 4, we present the resulting road 
segmentations on different types of roads using our method. 
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(a)     (b)    (c) 

Figure 4 Segmenting roads using motion vectors (a) Istanbul dataset – Stream 81, (b) Istanbul dataset – Stream 
66, and (c) UCSD dataset. 

3.4 Perspective Distortion Modeling 

We incorporate perspective information to generate more accurate video representations, as this 
allows us to take into account the variations in dimensions of moving regions depending on the 
distance to the camera and eliminates the need of a camera calibration. For each moving region 
extracted at any location in the scene, basic dimensional features (e.g., height, width) are measured 
and collected to construct a distribution of those dimensional features for each image ordinate. The 
parameters of the perspective deformation model – which, for simplicity, we assume to be linear – 
were inferred using the RANSAC algorithm [10]. We present the resulting perspective deformation 
models for the UCSD, Istanbul Stream 66 and Stream 81 in Figure 5, Figure 6 and Figure 7, 
respectively. 
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Figure 5 Modeling perspective deformation for the UCSD dataset using the RANSAC algorithm and blob areas 
as feature values. 
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Figure 6 Modeling perspective deformation for the Istanbul dataset (Stream 66) using the RANSAC algorithm 
and blob areas as feature values. 
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Figure 7 Modeling perspective deformation for the Istanbul dataset (Stream 81) using the RANSAC algorithm 

and blob areas as feature values. 

3.5 Analysis Model 

Two different types of feature representations are constructed from both vehicle density and 
velocity to build our analysis models. The first type is the raw time series (Ftimeseries, Vtimeseries), where 
every element of the feature vector is associated with the frame it was extracted from. In order to 
deal with videos of different length, we apply “padding” to the time series, i.e., we set missing values 
at the end of a time series to the mean value of that feature dimension in the training set. The 
second type of feature is a set of statistical measures (Fstat, Vstat). We represent each sample with its 
mean, median, standard deviation, minimum and maximum value, resulting in a 5-dimensional 
feature vector. The classification of feature vectors and their early fusion combinations is done using 
the well-studied Support Vector Machine (SVM) [11] with linear and radial basis function (RBF) 
kernels. 
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4 Performance Evaluation 
The experiments presented in this section aim at comparing different feature representations based 
on vehicle density and velocity. We also provide a comparison of our method with other existing 
methods which were also tested on the UCSD highway traffic dataset. 

An overview of the UCSD and Istanbul dataset is provided in Section 4.1. In Section 4.2 and 4.3, we 
present respectively the experimental setup and evaluation metrics. Finally, we provide results and 
discussions in Section 4.4. 

4.1 Dataset & Ground-truth 

We evaluate our method on the UCSD highway traffic and Istanbul bidirectional roads dataset 
(samples illustrated in Figure 3 and Figure 8, respectively).  

The UCSD dataset consists of 254 videos of frame length ranging from 42 to 52 and spatial resolution 
of 320 × 240 pixels and temporal resolution of 10 frames per second (fps). The videos in the dataset 
show one-directional highway scenes recorded on two consecutive days. Each sample is annotated 
as either light, medium, or heavy traffic, where light traffic is defined as free flowing traffic, medium 
traffic as reduced speed and heavy traffic as stopped or stop-and-go traffic. 

We constructed a new annotated dataset (i.e., the Istanbul dataset) created from two different 
traffic surveillance cameras in Istanbul. The Istanbul dataset consists of two streams (i.e., stream 66 
and 81) that show bi-directional traffic. The videos were recorded on one day between 8 a.m. and 7 
p.m. Every 30 seconds, a 5-second video was recorded. The current dataset contains around 3.000 
videos with each video having duration of 5 seconds. The temporal resolution of the videos is 25 fps, 
whereas the spatial resolution is 1280 x 720 pixels. The videos in the Istanbul dataset show 
bidirectional roads where each direction is annotated separately as light (i.e., free-flowing traffic), 
medium (i.e., traffic at reduced speed) or heavy (i.e., stopped or very slow speed traffic).  

 

 

 

 

 

 

4.2 Experimental Setup 

In the literature, the UCSD dataset is used according to two different test schemes. The first one 
(Scenario 1) uses the first 61 samples which were recorded on the first day as the training set and the 
accuracy on the remaining 193 samples recorded on the second day is reported. The second test 

Figure 8 Sample frames from video snapshots of bidirectional roads in Istanbul, Turkey. 
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scheme (Scenario 2) is 4-fold cross-validation on splits provided with the dataset. The mean accuracy 
across the 4 folds is reported. 

For both scenarios, we evaluate the classification accuracy obtained for different feature vectors. 
When using multiple feature vectors, we concatenate them (early fusion). We report the accuracies 
for two classification schemes, namely SVM with linear kernel and SVM with RBF kernel. The C 
parameter is chosen using 3-fold cross validation. All features are scaled to zero mean and unit 
variance before classification. 

For the Istanbul dataset, due to the bi-directional nature of videos, each video is treated as two 
samples in the classification. Every third video in the chronological order is used in the test set and all 
remaining videos are used in the training set; i.e., 1/3 of the videos are used for testing and 2/3 for 
training. 

In order to provide a comparison with the UCSD dataset, the videos of the Istanbul dataset are 
resized to 320 × 240 pixels. Every other frame up to a total of 52 frames is used, so that the frame 
rate resembles that of the UCSD dataset. The feature representation was chosen based on the best 
performance on the UCSD dataset without road segmentation (Fstat + Vtimeseries). These features are 
used to train an SVM with RBF kernel and cross-validated regularization parameter. In order to test 
the generalization capabilities of the model, we test each model trained on a given training set with 
varying test sets (Please refer to Section 4.4.1 for more details). 

4.3 Evaluation Metrics 

We use the classification accuracy as the evaluation metric in this report. We also provide 
computation time for processing video snapshots to extract feature vectors used in classification.  

4.4 Results & Discussion 

We first present classification accuracies and computation times of different vehicle density and 
velocity computation methods which we use as baseline methods. More specifically, we use frame 
differencing and Gaussian Mixture Model (GMM) methods as baseline methods for vehicle density 
estimations. We summarize the classification accuracy results with the fast adapting background 
subtraction (BGS) method used in this work and the baseline vehicle density methods on the UCSD 
dataset in Table 1. The best classification accuracy (i.e., 90.7%) is reached with the statistics and time 
series based representation of the fast adapting BGS algorithm which we adapted in our system. In 
Figure 9 and Figure 10, we also present the average frame processing times for the frame 
differencing and GMM methods, respectively.  
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 Table 1 Scenario 1 classification accuracies achieved with different vehicle density feature vectors and RBF 
SVM (GMM: Gaussian Mixture Model, FD: Frame Differencing, FBGS: fast background subtraction algorithm 

adapted in our work). 

Features RBF SVM 

Ftimeseries (GMM) 77.20 

Fstat (GMM) 71.50 

Ftimeseries + Fstat (GMM) 73.06 

  

Ftimeseries (FD) 78.76 

Fstat (FD) 79.27 

Ftimeseries + Fstat (FD) 78.24 

  

Ftimeseries (FBGS) 89.1 

Fstat (FBGS) 88.6 

Ftimeseries + Fstat (FBGS) 90.7 

 

 

Figure 9 Frame differencing method – average frame processing times of UCSD video snapshots on a frame 
basis (the mean of average processing time: 0.182 (± 0.015) milliseconds). 
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Figure 10 Gaussian Mixture Model method – average frame processing times of UCSD video snapshots on a 
frame basis (the mean of average processing time: 1.652 (± 0.09) milliseconds). 

For the computation of vehicle velocity, we evaluated the classification performance of different 
methods, namely Farnebäck [12], Kanade–Lucas–Tomasi (KLT) tracking ( [13] and [14]) and simple 
block matching. As in the vehicle density case, we constructed different representations based on 
extracted motion vectors (i.e., Vstat and Vtimeseries). The classification performances of the three 
methods are given in Table 2. 

 Table 2 Scenario 1 classification accuracies achieved with different vehicle velocity feature vectors and RBF 
SVM (FB: Farnebäck, KLT: Kanade–Lucas–Tomasi tracking, SBM: Simple Block Matching). 

Features RBF SVM 

Vtimeseries (FB) 71.5 

Vstat (FB) 93.26 

Vtimeseries + Vstat (FB) 88.08 

  

Vtimeseries (KLT) 89.64 

Vstat (KLT) 89.64 

Vtimeseries + Vstat (KLT) 90.67 

  

Vtimeseries (SBM) 93.8 

Vstat (SBM) 92.2 
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Vtimeseries + Vstat (SBM) 94.3 

 

As shown in Table 2, the Farnebäck and simple block matching (SBM) algorithms provide comparable 
results. We choose to continue our evaluations with the SBM algorithm for the vehicle velocity part 
due to its computational efficiency which is also an important aspect of the system.  

Table 3 shows the classification accuracies for Scenario 1 and Table 4 for Scenario 2. The RBF kernel 
performs equally or better than the linear kernel except for Vstat in Scenario 1 and Ftimeseries + Fstat in 
Scenario 2. For both density and velocity features, the time series representation performs similarly 
or better than the statistical measures. We achieve the best classification performance when the 
time series and the statistical representations are combined. Velocity feature vectors consistently 
outperform density feature vectors. When velocity and density representations are combined, higher 
classification accuracies are achieved. The best performing fusion for both scenarios is the fusion of 
statistical measures of the velocities and raw time series of the density features. We observe that 
this peak accuracy appears in both scenarios and with a margin of 0.5% and 1.2% to the next best. 

Table 3 Scenario 1 classification accuracies achieved with different feature vectors and different kernels for 
SVM 

Features Linear SVM RBF SVM 

Ftimeseries 85.0 89.1 

Fstat 86.0 88.6 

Ftimeseries + Fstat 89.1 90.7 

   

Vtimeseries 92.7 93.8 

Vstat 93.8 92.2 

Vtimeseries + Vstat 93.3 94.3 

   

Ftimeseries + Vtimeseries 95.9 95.9 

Fstat + Vstat 96.4 96.9 

Ftimeseries + Vstat 91.2 91.2 
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Fstat + Vtimeseries 96.5 97.4 

 

Table 4 Scenario 2 classification accuracies achieved with different feature vectors and different kernels for 
SVM 

Features Linear SVM RBF SVM 

Ftimeseries 87.8 90.2 

Fstat 89.0 89.4 

Ftimeseries + Fstat 91.7 91.3 

   

Vtimeseries 93.3 94.5 

Vstat 92.1 92.5 

Vtimeseries + Vstat 94.1 94.9 

   

Ftimeseries + Vtimeseries 95.7 95.7 

Fstat + Vstat 92.9 94.1 

Ftimeseries + Vstat 93.7 93.7 

Fstat + Vtimeseries 94.8 96.9 

 

Scenario 1 allows us to visualize the classification result according to the time of the day as shown in 
Figure 11. Our best prediction follows the ground truth with only 5 errors in 193 samples.  

Table 5 Confusion matrix for Scenario 1. 

True \ Predicted Light Medium Heavy 

Light 138 0 0 

Medium 2 22 2 

Heavy 0 1 28 
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Table 6 Confusion matrix for Scenario 2. 

True \ Predicted Light Medium Heavy 

Light 164 1 0 

Medium 2 41 2 

Heavy 0 3 41 

The confusion matrices (Table 5 and Table 6) of our best model (Fstat + Vtimeseries) show that all false 
predictions are assigned to neighboring classes, i.e., no light traffic sample is classified as heavy 
traffic and vice versa. 

Table 7 shows a comparison of the achieved accuracy with the results reported in previous works 
which are also tested on the UCSD dataset using the same evaluation strategy. Scenario 1 has only 
been used in fewer publications compared to Scenario 2. We observe that we increase the state of 
the art set by Asmaa et al. by 1% for this scenario. For Scenario 2, we improve the state of the art set 
by Yan et al. by 0.8%. 

Table 7 Classification accuracies on the UCSD highway traffic dataset. 

Method Scenario 1 Scenario 2 

Chan et al. (2005) [4] 93.3 94.5 

Derpanis et al. (2011) [2] - 95.3 

Ravichandran et al. (2011) [5] - 95.6 

Sobral et al. (2013) [3] - 94.5 

Asmaa et al. (2013) [1] 96.4 95.3 

Yan et al. (2014) [6] - 96.1 

Our best (Fstat + Vtimeseries) 97.4 96.9 

 

In addition to the superior classification performance, our method is time efficient. Extracting the 
density features and velocity features took an average of 0.76ms and 1.73ms, respectively. 
Therefore, our full classification pipeline can run in real time. Approximately 128ms of total 
processing time is required for one video sample in the UCSD dataset, whereas for example Asmaa et 
al. report a total processing time of 119.2s per video. 
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Figure 11 Visualization of Scenario 1 prediction. The prediction of our best model (i.e., Fstat + Vtimeseries with RBF 
SVM) is compared to the ground truth. False predictions are highlighted with red dots. 

4.4.1 Road Segmentation Results and Discussion   
In Table 8, we present the accuracy of our method based on road segmentation when considering 
various training and test sets, i.e. we evaluate the generalization potential of our approach. 

Table 8 Classification accuracies with different training-test splits. 

Tested / Trained Istanbul 66 
training set 

Istanbul 81 
training set 

Istanbul  
training set 
(66 + 81) 

UCSD Scenario 1 
training set 

Istanbul 66 test set 90.3 87.7 90.0 78.8 
Istanbul 81 test set 93.4 95.0 94.8 82.9 
Istanbul test set (66 + 81) 91.7 91.0 92.1 80.6 
UCSD Scenario 1 test set 85.5 86.5 86.0 96.5 
 

From the results, we observe that very promising results are obtained for the Istanbul dataset which 
is much more challenging than the UCSD dataset. As shown in Table 8, each test set is most 
accurately predicted by the model trained on the related training set. Even in case of the two 
Istanbul streams (stream 66 and 81), adding the training data from the other stream does not 
improve the model. For the UCSD dataset, we observe that using road segmentation slightly 
decreases accuracy (96.5% vs 97.4%). 

4.4.2 Perspective Distortion-based Analysis   
In Table 9, we present the classification accuracy of our method based on perspective distortion 
modeling (Section 3.4) combined with the road segmentation method presented in Section 3.3. We 
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observe that classification accuracies are improved for all datasets (an improvement of around 1.7% 
on average). This shows that applying perspective distortion leads to more discriminative feature 
representations.   

Table 9 Classification accuracies with and without perspective distortion modeling. 

Dataset Type Accuracy without Perspective Distortion  Accuracy with Perspective Distortion 

Istanbul 66 test set 90.3 92.40 
Istanbul 81 test set 95.0 96.53 
UCSD Scenario 1 test set 96.5 97.93 

 

5 Conclusions and Future Works 
In this report, we presented a method which uses feature representations based on vehicle density 
and velocity to classify highway and bidirectional traffic flows. We have shown that using simple 
features can lead to state of the art results, when feature vectors are constructed in such a way that 
the classification algorithm can exploit more discriminative information. Our experiments show that 
the behavior/change of vehicle velocity and density over time is characteristic for traffic congestion 
in addition to the statistical properties of these features.  

The UCSD traffic dataset is rather limited. The dataset contains only one direction, few variations and 
a small number of samples. Therefore, we extended our work to cope with more complex 
environments (e.g., bi-directional roads, crossroads) by adding road segmentation as a first step. We 
evaluated our approach on the Istanbul bidirectional roads dataset and achieved very promising 
results. We further improved the classification performance of the method by incorporating 
perspective information. 

Both the UCSD and Istanbul datasets contain no samples that show completely stopped traffic or 
complete absence of vehicles, which could constitute cases difficult to discriminate. Therefore, we 
plan to incorporate novel texture-based feature representations to the method in order to deal with 
these potential issues. We also plan to extend our road segmentation method to perform self-
adapting clustering of motion flows which will enable to analyze roads which are more complex than 
bidirectional roads. As regards road segmentation, another future work is the segmentation of 
motion flow in a traffic scene which contains regions that have different main crowd behaviors over 
time. 
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